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Abstract CISCO FogDirector is one of the first available
tools supporting the management of the entire life cycle of
applications deployed to Fog infrastructures. In this paper,
we present a simple operational semantics of the main fea-
tures of FogDirector, which provides a compact reference
for the tool. We then introduce a prototype, based on such
semantics, that can constitute the core of a simulation envi-
ronment of FogDirector application management. The use-
fulness of the prototype is illustrated over a motivating ex-
ample.
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Director · operational semantics · simulation

1 Introduction

Fog computing (Dastjerdi and Buyya (2016)) extends the
Cloud towards the Internet of Things (IoT) to better sup-
port time-sensitive and bandwidth hungry IoT applications.
Indeed, exploiting capabilities closer to the edge of the net-
work will reduce both processing latencies and mandatory
need for Internet connectivity, helping to filter the amount
of data travelling from the IoT to Cloud data centres and
back. Fog applications require supporting hardware (e.g.,
CPU, RAM, storage) and connections to the IoT devices
they exploit, which must feature well-defined Quality of Ser-
vice (QoS, e.g., latency and bandwidth) to perform well.

Managing software systems in Fog environments requires
designing correct and suitable management plans, from de-
ployment to retirement of any application. In order to keep
Fog applications up and running, their administration fol-
lows a feedback loop that analyses data about the applica-
tion, the infrastructure and the monitored performance so
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to plan – if needed – reconfigurations or migrations of de-
ployed applications. CISCO FogDirector1 is among the first
available management tools for large-scale production de-
ployments of Fog applications. It provides centralised man-
agement services that span the entire lifecycle of Fog ap-
plications, and it can be used via a GUI or via REST APIs
that enable integration with client programs implementing
application management plans (CISCO (2017)). It is worth
noting that, even with the support of tools like FogDirector,
achieving an effective management of (Fog) applications is
a costly and error-prone task.

In this paper, we present a first formalisation of the main
features of FogDirector, by providing a simple operational
semantics of all basic actions that a client can perform by
means of such tool. We then present a prototype FogDirMime

– the core of a simulator based on the given formalisation
– which permits to experiment different management poli-
cies against (probabilistic) variations in end-to-end commu-
nication links and hardware resources of Fog nodes. The
modelling and FogDirMime can be fruitfully exploited (i) to
quickly understand FogDirector functioning through a set
of compact and unambiguous operational rules, (ii) to test
against (different) varying infrastructure(s), client program
specifications that employ FogDirector for application man-
agement.

The rest of this paper is organised as follows. After briefly
discussing some related work (Section 2), we introduce an
example of Fog application management (Section 3). We
then present our modelling of CISCO FogDirector (Section
4), and the FogDirMime prototype (Section 5), illustrating its
applicability (Section 6) over the example of Section 3. Fi-
nally, we draw some concluding remarks and point to some
directions for future work (Section 7).

1 CISCO FogDirector, https://www.cisco.com/c/en/us/products/

cloud-systems-management/fog-director/index.html
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2 Related Work

The management of distributed IoT applications over large
infrastructures can be time-consuming and error-prone to
be tuned manually. Maurer et al (2013) propose a MAPE-
K loop to identify action plans to minimise SLA violations
while maximising the use of allocated resources by simu-
lating different strategies to manage deployed applications.
Fischer et al (2012) and Sannidhanam et al (2013) highlight
the need to check for inconsistencies that can arise within or
between different stages of a deployment plan. Fischer et al
(2012) propose a deployment management system model to
enable the automated generation of deployment plans for
distributed infrastructures after identifying (with static anal-
ysis techniques) possible flaws in deployment plan specifi-
cations. Sannidhanam et al (2013) discuss a set of require-
ments and rules to avoid possible inconsistencies in the de-
ployment of multiple instances of an application to a given
platform.

The use of formal models to verify properties of appli-
cation deployments to Cloud infrastructure has been advo-
cated by various authors. Jarraya et al (2012) for instance
define a process calculus to specify deployment, migration
and security policies for virtual machines across different
Cloud platforms, in order to enable the verification of secu-
rity policies after live reconfigurations of virtual machines.
Bao et al (2017) propose a similar approach to preserve data
consistency when migrating deployed applications. Johnsen
et al (2010, 2012a,b) propose constructs to describe Cloud
application deployment by means of high-level modelling
languages, with a particular focus on how to relocate objects
across components, how to reallocate processing resources,
and how to meet time and cost application constraints.

Some proposals have been already developed to enable
simulation and predictive analyses in the Fog scenario. iFog-
Sim (Gupta et al (2017)) is one of the most promising pro-
totypes to simulate the impact of resource management and
scheduling policies on latency, energy consumption and op-
erational cost in Fog environments. iFogSim focuses in par-
ticular on comparing Cloud-only and Edge-wards deploy-
ments of stream-processing applications to hierarchical tree-
like infrastructures. Ficco et al (2017) propose a pseudo-
dynamic testing approach, which combines emulation, sim-
ulation, and existing real testbeds, whilst leveraging multiple
methodologies to test complex and large Fog infrastructures
taking into account also scalability and churn conditions.
FogTorchΠ (Brogi et al (2017, 2018b)) is a predictive tool
that determines eligible deployments of multi-component
applications to a Fog infrastructure, meeting all specified
processing, IoT and QoS requirements of an application. By
using the Monte Carlo method to simulate variations in the
available infrastructure, FogTorchΠ ranks all output eligi-
ble deployments by estimating their QoS-assurance, Fog re-

source consumption and monthly deployment costs (Brogi
et al (2018a)).

While various proposals exist to automate the manage-
ment of applications, to verify the correctness of deploy-
ments to the Cloud, and to simulate the effects of deploy-
ments to the Fog, to the best of our knowledge, none of the
existing approaches addresses the validation of application
management plans in Fog scenarios – nor it provides a for-
mal modelling of CISCO FogDirector.

3 SmartBuild Example

Consider the SmartBuild application of Figure 1, which can
manage the heating and A/C system, the fire alarm and the
video surveillance of a smart building. SmartBuild has hard-
ware requirements to function properly (i.e., CPU, RAM,
HDD). To properly interact with IoT systems, the applica-
tion requires specific QoS to be met by end-to-end com-
munication links used to access sensors and actuators. For
instance, interactions with the CCTV system must be sup-
ported by an end-to-end link featuring at most 30 ms latency
(latency), and at least an upload and download bandwidth
of 0.1 Mbps (bw a2t) and 5.0 Mbps (bw t2a), respectively.

Consider then the (FogDirector-managed) infrastructure
of Figure 1 consisting of a home router (Fog 1), an industrial
switch (Fog 2) and an ISP Fog node (Fog 3). The home router
reaches out both the thermostat (thermostat0) and the fire
alarm (fire0) of the flat where it is installed, whilst the switch
is connected to the CCTV system (videocamera0), thermostat
(thermostat1) and fire alarm (fire1) of the common areas of
the building. All Fog nodes feature different hardware ca-
pabilities (CPU, RAM, HDD) which can vary due to work-
load variations (represented as per probability distribution).
End-to-end communication links (`1, `2 and `3) also feature
varying QoS (viz., latency and download/upload bandwidth)
as per the table in Figure 1. According to recent technical
proposals (e.g., Bonomi et al (2014); OpenFog (2016)), we
assume that Fog nodes can access directly connected Things
as well as Things at neighbouring nodes via a specific mid-
dleware layer (through the associated communication links).
For the sake of simplicity, we consider that the access to
directly connected Things always satisfies the QoS require-
ments of any application.

Suppose that a client wants to deploy two instances of
the SmartBuild application to the described infrastructure.
One instance will manage the IoT systems of the common
areas of the building, while the other instance will manage
the IoT systems in the apartment of Fog 1 (and also exploit
the CCTV system of the building to get the footage of the
apartment’s floor). To deploy the two instances of Smart-

Build , the client can write a FogDirector management plan
which installs and configures them. As a first deployment,
Fog 1 is used to run the apartment’s instance and Fog 2 is
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Fig. 1 SmartBuild application and available infrastructure. Arrows indicate the upload direction of the communication links.

used to run the common areas’ instance. The client plans to
monitor both application instances for violations of resource
constraints, depending on the varying workload of the in-
frastructure at runtime. On one hand, she plans to migrate
the apartment’s instance of SmartBuild back and forth from
Fog 1 to Fog 2 whenever resources at the deployment node
cannot satisfy the application requirements. On the other
hand, in case Fog 2 cannot support the building-wise in-
stance, she plans to migrate it to Fog 3 for good.

Before enacting such management plan, the client would
like to be able to experiment it against the available infras-
tructure, so to know how likely the plan is to raise migrations
and whether the deployed instances will perform well. Par-
ticularly, it would be interesting to validate the plan against
possible variations that may concern resource availability at
different nodes and QoS of end-to-end communication links
according to their historical behaviour (i.e., as per the prob-
ability distributions of Figure 1). In Section 6 we will show
how the approach proposed in this paper can help the client
in accomplishing such task.

4 Modelling the Behaviour of FogDirector

In this section, we present a simple operational semantics
which describes the evolution of an instance of FogDirector.
We focus on the operations that the FogDirector manage-
ment tool can perform when triggered to deploy Fog applic-
ations. We define a transition relation `

=⇒ over configurations
of the form 〈I,M,C〉 where:

– I represents the infrastructure available to a given in-
stance of FogDirector,

– M models the data structures employed by FogDirector
to manage the applications that have been published, are
being deployed, or are currently running within the sys-
tem, and

– C represents a client that interacts with FogDirector.

4.1 Infrastructure Management

The FogDirector management tool exploits available (Cloud
and) Fog nodes to deploy Fog applications. In our mod-
elling, the infrastructure I is represented by a tuple 〈T,N,L〉
where:

– T is the set of available Things, each characterised by a
unique identifier t and its type (i.e., t.type),

– N is the set of available Cloud and Fog nodes, each char-
acterised by a unique identifier n, its currently free hard-
ware resources2 (i.e., n. f reeR) and the indication of re-
sources that are allocated to each application deploy-
ment identified by idD at node n (i.e., n.usedR(idD)), and

– L is the set of available end-to-end (Fog-to-Things, Fog-
to-Fog and Fog-to-Cloud) communication links 〈x,y,q〉
(with x,y ∈ N∪T ) that permit information exchange be-
tween x and y with the QoS-profile specified by q (e.g.,
latency and bandwidth).

2 As in Brogi and Forti (2017), we deliberately do not bind the de-
scription of hardware capabilities to any particular standard, and we
assume that Cloud nodes have unbounded hardware capabilities.
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In order to be manageable by an instance of FogDirector,
nodes must be first added3 to I. Figure 2 shows the basic
rules to add and delete Fog nodes in I.

Rule ADD NODE describes the effects of a client request
to add a Cloud or Fog node n to the managed infrastructure.
Dually, rule DELETE NODE describes the effects of a client
request to delete a node.

4.2 Application Management

After adding to FogDirector all nodes that can be exploited
to install applications, the tool requires clients to publish
applications before being able to actually configure, deploy
and start them. In our model, the information M on the man-
aged applications is represented by a tuple 〈P,D,R〉, such
that:

– P is the set of published applications 〈idA,A〉 that are
available for deployment, each characterised by a unique
identifier idA, and a description A of its hardware re-
quirements (i.e., A.reqs) and of its Things requirements
(i.e., tr ∈ A.reqsT ), each specifying the type of Thing
needed (i.e., tr.type) and the desired QoS profile (i.e.,
tr.QoS) to reach the bound Thing at run time,

– D is the set of application instances 〈idD, idA,A,n,ϑ〉
that are being deployed to the infrastructure, each char-
acterised by a deployment identifier idD, the identifier
idA and the specification A of the app being deployed, the
node n to which the application is being deployed, and
the binding ϑ of Things requirements to actual Things
(e.g., via specific serial ports or REST APIs), and

– R is the set of (currently) running application instances
〈idD, idA,A,n,ϑ〉, for which both a deployment node n
and a complete Things binding ϑ have been specified.

Figure 3 lists the rules that can be applied to publish, de-
ploy and start an application4. After the client has published
an application (rule PUBLISH APP), it can start installing it
(rule NEW DEPLOYMENT) by creating a new deployment
instance 〈idD, idA,A,⊥, /0〉 in D (with initially null deploy-
ment node and empty Things binding).
The client can then (rule DEPLOY APP) deploy a (not yet
deployed) application A to a node n, provided that the avail-
able capabilities n. f reeR featured by n satisfy the hardware
requirements A.reqs of A. As a result, the deployment node
n is added to 〈idD, idA,A,⊥,ϑ〉 ∈ D. Consequently, FogDi-
rector will reserve the resources needed at node n to that
particular deployment of A, and we assume that resource al-
location follows an exact matching policy, i.e. committed
resources are exactly A.reqs. Rule BIND THING permits to

3 We assume that, initially, I = 〈T,N,L〉= 〈 /0, /0, /0〉.
4 We assume that, initially, M = 〈P,D,R〉= 〈 /0, /0, /0〉.

bind a (unbound, i.e. ϑ(tr) = ⊥) Thing requirement tr of a
deployed application to an available actual IoT device t of
the same type. As a result, the binding tr→ t is added to ϑ .
Finally, an application instance can be started in FogDirector
as per rule START APP when (i) the application has been in-
stalled to some node, and (ii) all Things requirements of the
application are bound to actual Things in the infrastructure.

Figure 4 lists all rules that are dual to the ones in Fig-
ure 3. To be able to revise the deployment of an application
instance running in FogDirector, the client program should
first stop it, as per STOP APP. After an application has been
stopped, its Things bindings can be deleted and the applica-
tion can be undeployed, as specified by UNBIND THING and
UNDEPLOY APP, respectively. Such operations also permit
to manage a deployed application by migrating it to a dif-
ferent node (UNDEPLOY APP followed by DEPLOY APP)
or by specifying different Things binding (UNBIND THING

followed by BIND THING). When a given application has
been undeployed, it is also possible to remove from D the
instance being deployed as per DELETE DEPLOYMENT. Fi-
nally, when all existing deployments of an application A
have been deleted, UNPUBLISH APP permits to remove A
from the repository P of published applications, so to per-
form its retirement.

4.3 Monitoring

FogDirector enables client programs to get information about
the current status of the managed infrastructure and applic-
ations. Such information is needed when a client program
should decide on how to manage running applications, be-
ing able to receive alerts and to respond to them also consid-
ering the current state of the infrastructure. Figure 5 lists the
rules that allow client C to check for alerts in the running ap-
plications. RESOURCE ALERT allows client C to get a warn-
ing because the resources used by a given (running) applica-
tion deployment (viz., n.used(idD)) deployed at node n do
not match the resources allocated to such deployment (viz.,
A.reqs). Rule A2T ALERT describes instead the situation in
which the QoS requirements of a running application are not
met with respect to application-to-Thing interactions. In par-
ticular, A2T ALERT allows the client to look for a warning,
when a Thing requirement tr is bound to a Thing t and the
application A that exploits t cannot reach it properly from
the node n to which it is deployed. Namely, when the end-
to-end link 〈n, t,q〉 supporting the communication from n to
t does not feature suitable latency or bandwidth to support
the QoS profile required by tr (q 6|= tr.QoS).

The client can always obtain information on I and M as
per the rules5 in Figure 6, which, in case of alert(s), permit

5 The given semantics for monitoring can be easily extended to sup-
port more expressive queries (e.g., finding all nodes offering a certain
amount of free resources).
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ADD NODE
C

addN(n)
↪−−−−→C′ ∧ n /∈ N ∧ Nnew = N∪{n}

〈〈T,N,L〉,M,C〉 addN(n)
====⇒ 〈〈T,Nnew,L〉,M,C′〉

DELETE NODE
C

delN(n)
↪−−−−→C′ ∧ N = Nnew∪{n}

〈〈T,N,L〉,M,C〉 delN(n)
====⇒ 〈〈T,Nnew,L〉,M,C′〉

Fig. 2 Rules for infrastructure management.

PUBLISH APP
C

pub(idA,A)
↪−−−−−−→C′ ∧ 〈idA, 〉 /∈ P ∧ Pnew = P∪{〈idA,A〉}

〈I,〈P,D,R〉,C〉 pub(idA,A)
======⇒ 〈I,〈Pnew,D,A〉,C′〉

NEW DEPLOYMENT
C

newDep(idD,idA)
↪−−−−−−−−−→C′ ∧ 〈idA,A〉 ∈ P ∧ 〈idD, , , , 〉 /∈ D∪R ∧ Dnew = D∪{〈idD, idA,A,⊥, /0〉}

〈I,〈P,D,R〉,C〉 newDep(idD,idA)
=========⇒ 〈I,〈P,Dnew,R〉,C′〉

DEPLOY APP

C
deploy(idD,n)
↪−−−−−−−→C′ ∧ D = D′∪{〈idD, idA,A,⊥,ϑ〉} ∧ N = N′∪{n} ∧ n. f reeR⊇ A.reqs

∧ Dnew = D′∪{〈idD, idA,A,n,ϑ〉}

〈〈T,N,L〉,〈P,D,R〉,C〉 deploy(idD,n)
=======⇒ 〈〈T,N,L〉,〈P,Dnew,R〉,C′〉

BIND THING

C
bind(idD,tr ,t)
↪−−−−−−−→C′ ∧ D = D′∪{〈idD, idA,A,n,ϑ〉} ∧ n 6=⊥ ∧ tr ∈ A.reqsT

∧ ϑ(tr) =⊥ ∧ t ∈ T ∧ t.type = tr.type ∧ Dnew = D′∪{〈idD, idA,A, ,ϑ ∪{tr → t}〉}

〈〈T,N,L〉,〈P,D,R〉,C〉 bind(idD,tr ,t)
=======⇒ 〈〈T,N,L〉,〈P,Dnew,R〉,C′〉

START APP

C
start(idD)
↪−−−−−→C′ ∧ D = Dnew∪{〈idD, idA,A,n,ϑ〉}∧ n 6=⊥

∧ ∀tr ∈ A.reqsT : ϑ(tr) 6=⊥ ∧ Rnew = R∪{〈idD, idA,A,n,ϑ〉}

〈I,〈P,D,R〉,C〉 start(idD)
=====⇒ 〈I,〈P,Dnew,Rnew〉,C′〉

Fig. 3 Rules for application management (I).

to internally choose how to fix the current deployment (e.g.,
via migration, Things rebinding or by performing actions on
other managed applications).

4.4 Remarks on the semantics

As noticed by the careful reader, the proposed semantics
does not account explicitly for variations in I. Particularly,
Things and end-to-end communication links are never added
(removed) explicitly to (from) the infrastructure I, and node
resources are never explicitly allocated to or released from
application deployments, or varied due to events that are in-
dependent of the considered application management. FogDi-

rector features a mechanism to automatically retrieve and
update this information via discovery and monitoring of the
infrastructure capabilities, once nodes (to which Things are
connected) are added to the considered FogDirector instance.

Overall, the infrastructure can vary due to a client ex-
ecuting some operations in FogDirector or due to interac-
tions with the system that happen outside of FogDirector.
We model such evolution of the infrastructure by means of
an extension to the transition system described before, namely

I I′ ∧ 〈I′,M,C〉 `
=⇒ 〈I′′,M′′,C′′〉

〈I,M,C〉V 〈I′′,M′′,C′′〉
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STOP APP
C

stop(idD)
↪−−−−−→C′ ∧ R = Rnew∪{〈idD, idA,A,n,ϑ〉} ∧ Dnew = D∪{〈idD, idA,A,n,ϑ〉}

〈I,〈P,D,R〉,C〉 stop(idD)
=====⇒ 〈I,〈P,Dnew,Rnew〉,C′〉

UNBIND THING

C
unbind(idD,tr)
↪−−−−−−−−→C′ ∧ D = D′∪{〈idD, idA,A,n,ϑ ∪ {tr → t}〉}

∧ Dnew = D′∪ {〈idD, idA,A,n,ϑ〉}

〈I,〈P,D,R〉,C〉 unbind(idD,tr)
=======⇒ 〈I,〈P,Dnew,R〉,C′〉

UNDEPLOY APP

C
undeploy(idD)
↪−−−−−−−−→C′ ∧ D = D′∪{〈idD, idA,A,n,ϑ〉} ∧ N = N′∪{n}

∧ Dnew = D′∪{〈idD, idA,A,⊥,ϑ〉}

〈〈T,N,L〉,〈P,D,R〉,C〉 undeploy(idD)
========⇒ 〈〈T,N,L〉,〈P,Dnew,R〉,C′〉

DELETE DEPLOYMENT
C

delDep(idD)
↪−−−−−−−→C′ ∧ D = Dnew∪{〈idD, idA,A,⊥,ϑ〉}

〈I,〈P,D,R〉,C〉 delDep(idD)
======⇒ 〈I,〈P,Dnew,R〉,C′〉

UNPUBLISH APP
C

unpub(idA)
↪−−−−−−→C′ ∧ P = Pnew∪{〈idA,A〉} ∧ 〈 , idA, , , 〉 /∈ D∪R

〈I,〈P,D,R〉,C〉 unpub(idA)
======⇒ 〈I,〈Pnew,D,R〉,C′〉

Fig. 4 Rules for application management (II).

RESOURCE ALERT
C

getAlert(idD)
↪−−−−−−−→C′ ∧ 〈idD, idA,A,n,ϑ〉 ∈ R ∧ N = N′∪{n} ∧ n.usedR(idD) 6⊆ A.reqs

〈〈T,N,L〉,〈P,D,R〉,C〉 getAlert(idD)
=======⇒ 〈〈T,N,L〉,〈P,D,R〉,C′〉

A2T ALERT

C
getAlert(idD,tr)
↪−−−−−−−−→C′ ∧ 〈idD, idA,A,n,ϑ〉 ∈ R

∧ ∃tr ∈ A.reqsT : ϑ(tr) = t ∧ 〈n, t,q〉 ∈ L ∧ q 6|= tr.QoS

〈〈T,N,L〉,〈P,D,R〉,C〉 getAlert(idD,tr)
========⇒ 〈〈T,N,L〉,〈P,D,R〉,C′〉

Fig. 5 Alerts.

THINGS INFO
C

getT (T )
↪−−−−→C′ ∧ I = 〈T,N,L〉

〈I,M,C〉 getT (T )
====⇒ 〈I,M,C〉

NODES INFO
C

getN(N)
↪−−−−→C′ ∧ I = 〈T,N,L〉

〈I,M,C〉 getN(N)
====⇒ 〈I,M,C〉

LINKS INFO
C

getL(L)
↪−−−−→C′ ∧ I = 〈T,N,L〉

〈I,M,C〉 getL(L)
====⇒ 〈I,M,C〉

PUBLISHED APPS INFO
C

getP(P)
↪−−−−→C′ ∧ M = 〈P,D,R〉

〈I,M,C〉 getP(P)
====⇒ 〈I,M,C〉

DEPLOYING APPS INFO
C

getD(D)
↪−−−−→C′ ∧ M = 〈P,D,R〉

〈I,M,C〉 getD(D)
====⇒ 〈I,M,C〉

RUNNING APPS INFO
C

getR(R)
↪−−−−→C′ ∧ M = 〈P,D,R〉

〈I,M,C〉 getR(R)
====⇒ 〈I,M,C〉

Fig. 6 Information services.
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where I  I′ represents changes in the infrastructure (e.g.,
newly connected Things, newly available end-to-end links,
resource (de-)allocation, increased/decreased network traf-
fic or node workload) that are monitored by the considered
instance of FogDirector.
Additionally, in the presented version of the semantics, client
operations never fail. To include failing client requests, the
transition relation `

=⇒ can be extended into a system with
couples of inference rules of the form

C
op(p1,··· ,ps,e)
↪−−−−−−−−→C′ ∧ c1∧ c2 ∧ ·· · ∧ ck ∧ e = 0

〈I,M,C〉 op(p1,··· ,ps,e)
========⇒ 〈I′,M′,C′〉

C
op(p1,··· ,ps,e)
↪−−−−−−−−→C′ ∧ ¬(c1∧ c2 ∧ ·· · ∧ ck)∧ e =−1

〈I,M,C〉 op(p1,··· ,ps,e)
========⇒ 〈I′,M′,C′〉

which describe the effects – under conditions c1,c2, · · · ,ck –
of an operation op (over the parameters p1, · · · , ps) issued to
FogDirector by a client C6. The completion of the operation
is indicated to the client through the variable e, which is set
to 0 in case of success and to −1 otherwise (i.e., when some
c1,c2, · · · ,ck does not hold). For the sake of conciseness, in
the previous section, we only focussed on the rules handling
the successful cases (e = 0), and we omitted e. However, the
presented semantics can be naturally extended (and its rules
duplicated) to account for the failure cases, as shown above.

In the next section, we present a prototype implemen-
tation of the proposed modelling, FogDirMime, which con-
siders the full-fledged semantics (i.e., it accounts for failing
requests).

5 Overview of FogDirMime

The operational semantics (Section 4) has been followed
as a guideline to implement an open-source prototype7 –
FogDirMime – in Python. Such prototype represents the core
of a simulator environment for (FogDirector-based) man-
agement plans in Fog scenarios. The API exposed by the
FogDirMime prototype can be used to experiment different
application management policies, simulating all basic op-
erations of FogDirector that affect the data structures in I
and M, as sketched in Figure 7. Indeed, the prototype al-
lows users to run different application management policies
C, specified by Python scripts.

In addition to the changes of I induced by the application
management, FogDirMime accounts for infrastructure evolu-
tions of the QoS of the end-to-end communication links in L
and of the hardware resources available at the managed Fog

6 Namely, op(p1, · · · , ps,e) represents an invocation to FogDirector
API, or a command issued by FogDirector’s GUI.

7 Available at: https://github.com/di-unipi-socc/

FogDirMime.

nodes. Indeed, any infrastructure can go through variations
– independently from the actions performed by C – due to
different reasons such as failures, varying workload or com-
munication, or application management performed concur-
rently by other users of the Fog infrastructure. Overall, all
such changes can affect the execution of C and the correct
management of the related applications.

Variations of both the QoS of the end-to-end commu-
nication links and of the resources available at each Fog
node can be represented as (discrete) probability distribu-
tions, like the ones in the SmartBuild example of Section 3
(Figure 2). All probability distributions can be obtained by
aggregating historically monitored data about the considered
infrastructure, or by relying on data disclosed by different
providers as in Brogi et al (2017). Currently, FogDirMime

exploits such probabilistic modelling to consider variations
in the available RAM, HDD and CPU of Fog nodes, as well
as in the latency and bandwidth of (Fog-to-Fog and Fog-to-
Things) communication links.

Figure 8 shows the interface of the FogDirMime class, to
be instantiated when using our prototype. The FogDirMime

class implements all basic operations of FogDirector, as de-
scribed by the modelling of Section 4, having the related
AppManager and Infrastructure instances representing M and
I respectively. By instantiating the FogDirMime class and ex-
ploiting the provided API, a user can simulate an instance of
FogDirector over her application management policies. As
per the failure-aware semantics mentioned in Section 4.4,
all FogDirMime methods return either an error code indicat-
ing whether the performed operation was successful, or the
requested information. The prototype also prints out logs
that describe what happened to the simulated FogDirector
instance when performing a given operation.

To account for variations of I, whenever one of the avail-
able operations requires looking at the state of the infrastruc-
ture (viz., deploy app(), get alert(), get info I()), FogDirMime

calls the private method sample state() to sample it accord-
ing to the given probability distributions.

In summary, by relying on FogDirMime, not only can
a user run and validate her management policies but also
she can write arbitrary simulation scripts to collect statistics
about the (repeated) execution of such management against
an ever-changing infrastructure. In the next section, we show
an example of the applicability of FogDirMime to simulate
the management of the two instances of SmartBuild , as de-
scribed in Section 3.

6 SmartBuild Example Continued

In this section, we will illustrate how FogDirMime can be ap-
plied to the SmartBuild example of Section 3. Assuming that
the infrastructure and the application of Figure 1 have been
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Fig. 7 Bird’s-eye view of FogDirMime.

Fig. 8 API of FogDirMime.

already added8 to an instance of FogDirMime, we exploit it
to validate the sequence of actions that a client program per-
forms to deploy and manage the two instances of SmartBuild

over the available infrastructure.

Suppose first that the client wants to validate a sequence
of actions to deploy and start a new application, checking
whether they constitute a valid flow of instructions for the
given infrastructure. The prototype can show whether a se-
quence of actions (representing the operations of a client C)
like the ones in Listing 1 will terminate successfully, hav-
ing the SmartBuild instance (dep1) on Fog 2 up and running,
bound to the IoT devices installed in the common areas of
the building.

8 The Python code to run the example can be found at:
https://github.com/di-unipi-socc/FogDirSim/blob/

master/example.py.

fd =FogDirMime()
#[...] add devices to the infrastructure and publish SmartBuild

[...]
# dep1 manages the common parts of the building
fd.new deployment(’dep1’, ’app1’)
while fd.deploy app(’dep1’, ’SmartBuild’, ’fog 2’) ¡0 :

print(’*** Cannot deploy to the building router. ***’)
fd.bind thing(’dep1’, 0, ’thermostat1’)
fd.bind thing(’dep1’, 1, ’fire1’)
fd.bind thing(’dep1’, 2, ’video0’)
fd.start app(’dep1’)

Listing 1 Deployment, configuration and start of SmartBuild .

for i in range(0, epochs):
alerts1=fd.get alert(’dep1’)
alerts2=fd.get alert(’dep2’)
#[...] collecting user defined stats about the alerts [...]
#In case of low resources at Fog2, move to Fog3
for alert in alerts1:

if alert[’alert type’] ==’resources’ and not(moved1):
migrations1 +=1
fd.stop app(’dep1’)
fd.undeploy app(’dep1’, ’SmartBuild’)
while fd.deploy app(’dep1’, ’SmartBuild’, ’fog 3’)

¡0:
continue

fd.start app(’dep1’)
moved1 =True
break

#In case of low resources at Fog1, move to Fog2 and
viceversa

for alert in alerts2:
if alert[’alert type’] ==’resources’:

migrations2 +=1
fd.stop app(’dep2’)
fd.undeploy app(’dep2’, ’SmartBuild’)
if not(moved2):

fog node =’fog 2’
else:

fog node =’fog 1’
while fd.deploy app(’dep2’, ’SmartBuild’,

fog node) ¡0:
continue

fd.start app(’dep2’)
moved2 =not(moved2)
break

alerts1, alerts2 =[], []

Listing 2 Example management script.

Figure 9 (a) shows the logs output by FogDirMime when
running a snippet of code (akin to Listing 1) that deploys the
instance of SmartBuild to Fog 1, binding it to the apartment’s
IoT devices. The logs show that the deployment script even-
tually succeeds, even though it requires a couple of attempts
to deploy the instance of SmartBuild . This is due to the sim-
ulated variations in the hardware resources available at Fog

1, which are too low for deploy app() to commit enough re-
sources to SmartBuild during the first attempt.
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Fig. 9 Example of FogDirMime output.

Suppose now that the client also wants to experiment
her management plan against the possible variations of the
available infrastructure, collecting statistics about the num-
ber of raised alerts and performed application migrations.
FogDirMime permits to write such simulation scripts for an
arbitrarily large number of times (i.e., epochs). For instance,
the code snippet in Listing 2 specifies the management plan
we described in Section 3, repeated for 10,000 epochs. We
assume an instance of SmartBuild running at Fog 2 (dep1,
bound to the common areas’ IoT systems) and another in-
stance running at Fog 1 (dep2, bound to the apartment’s IoT
systems). In the case of resource alerts, the first instance is
migrated to Fog 3 for good. The second instance is instead
migrated to Fog 2 where, again, it is monitored for resource
alerts and moved back to Fog 1, when a resource alert is
raised there.

Figure 9 (b) shows the output of the simulation of Listing
2. On one hand, such output shows that whilst migrating
the dep1 instance of SmartBuild to Fog 3 fixes any resource-
related issue (i.e., only one resource alert is raised in 10,000
runs for dep1), it introduces some problems in reaching out
sensors and actuators installed at the building (i.e., with a
2% probability of getting an A2T alert at runtime). On the
other hand, the instance dep2 is migrated with a probability
of 1.6% from Fog 1 to Fog 2 (or vice-versa), never incurring
in A2T alerts.

Exploiting FogDirMime results, the client can decide if
her current management plan requires finer tuning, or if it
should be thoroughly revised. She can then write different
management scripts and run them so to compare the related
(simulation) statistics. She can eventually decide which man-
agement plan among the simulated ones best suits her needs.

7 Concluding Remarks

In this paper, we have presented a simple operational se-
mantics of the CISCO FogDirector application management
tool, describing the effects of the operations that client pro-
grams can perform to publish, deploy, configure, start, mon-

itor, stop, undeploy and retire their applications in a Fog-
Director-managed infrastructure. We introduced a prototype
implementation, FogDirMime, based on such modelling that
also takes into account variations of the infrastructure that
happen independently from the considered application man-
agement. Infrastructure variations, modelled as probability
distributions, concern both the resources offered at the avail-
able Fog nodes (viz., RAM, CPU, HDD) and the QoS (viz.,
latency and bandwidth) of the available end-to-end commu-
nication links.

On one hand, the proposed semantics constitutes a con-
cise and unambiguous modelling of the (basic) behaviour
of CISCO FogDirector. On the other hand, FogDirMime can
be fruitfully exploited to simulate, experiment and compare
– according to user-defined metrics – different application
management policies. Overall, this constitutes the first step
to build a simulation environment of FogDirector instances,
permitting to test management plans against given infras-
tructures, without actually enacting them in FogDirector. It
permits to validate application management policies, quickly
assessing their effectiveness and checking whether and how
the available infrastructure can suitably support them.

In our future work we plan to:

– extend the proposed semantics, including other basic fea-
tures of FogDirector (e.g., application upgrades) and con-
sidering possible extensions of the tool to support the
QoS-aware deployment of multi-component applications,

– consider the possibility for the same application to be
scaled up/down according to the infrastructure condi-
tions or – in line with the Osmotic Computing proposal
by Villari et al (2016) – to be deployed in different flavours
depending on the chosen deployment node, and

– implement a full-fledged simulation environment, Fog-

DirSim, based on FogDirMime, which will be able to di-
rectly input users management scripts (i.e., those that
users run against FogDirector), and to simulate them (ac-
cording to the simulation configuration parameters indi-
cated by users, or according to a default configuration).
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Similar to FogDirector, EdgeX Foundry (2018) is among the
frameworks that will enable deployment of IoT applications
all through the Cloud to Thing continuum. Studying how
to extend the proposed semantics (and our tool) to support
EdgeX Foundry API is also in our plan future work. Finally,
we intend to perform an assessment of our model based on a
quantitative comparison between the behaviour of an actual
instance of FogDirector and FogDirMime, under the same se-
quence client requests, possibly exploiting a lifelike appli-
cation like the one of Brogi et al (2018c).
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